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Size your workload

apiVersion: apps/v1
kind: Deployment
...
template:
  metadata:
    labels:
      app: worker
  spec:
    containers:

        - name: worker
      resources:
        requests:
          memory: "100M"
          cpu: "250m"



Everything is changing

⏩ Daily/weekly traffic patterns

⏩ User base growing over time

⏩ App lifecycle phases with 
different resource needs



But why should you care?



Contract with the scheduler

Kubernetes 
scheduler

cpu: 250m
mem: 5Gi

Workload
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Scheduling in action

Kubernetes 
scheduler
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NodesPods

Throttled!



Always up-to-date!

Observes 
usage

Recommends 
resources

Updates 
resources 

EXPERIMENTAL

Vertical Pod Autoscaler



VPA updater modes

⏩ Off

⏩ Initial

⏩ Auto (Recreate)

Pods List

VPA 
reco

VPA 
Updater

eviction
VPA 

recommendation



Why though?

API Server
PATCH

apiVersion: core/v1
kind: Pod
...
spec:
  containers:

      - name: worker
    resources:
      requests:
        memory: "300M"
        cpu: "500m"

apiVersion: core/v1
kind: Pod
...
spec:
  containers:

      - name: worker
    resources:
      requests:
        memory: "100M"
        cpu: "250m"

etcd



One Simple Trick

The problem:

⏩ immutable PodSpec



One Simple Trick

The solution:

⏩ mutable PodSpec,

⏩ update resources in-place.

Caveat:

⏩ a breaking change.



Fixed-Size Containers

apiVersion:v1
kind: Pod
...
  containers:

      - image: my-java-app
        env:
        - name: "JAVA_OPTS"

      value: "-XX:UseContainerSupport"
    resources:
      requests:
        memory: "1024M"
      limits:
        memory: "1024M"



Two Scenarios

WASTED



Downscaling Is (NOT) Easy

Request

Usage
Actual Usage

Reported Usage

✓

❌



Change Is Coming

⏩ Scheduler

○ cache

○ extra work

⏩ Kubelet

⏩ Quota



KEP - Main Change

⏩ PodSpec.Container.ResourceRequirements
○ mutable
○ desired state

⏩ PodSpec.Container.ResourceAllocations
○ vetted state

⏩ PodStatus.ContainerStatus.ResourcesAllocated
○ actual state

⏩ new PodConditions
○ PodResizing
○ PodResizeSuccess

PENDIN
G A

PPROVAL



NodeMaster

Flow Control

API Server

Admission
Controllers

Scheduler

Kubelet

PATCH

etcd



One Little Knob

⏩ PodSpec.Container.ResizePolicy

○ NoRestart - default

○ RestartContainer

○ RestartPod 

?



Two Little Knobs

⏩ PodSpec.RetryPolicy

○ NoRetry

○ RetryUpdate

○ Reschedule ?



Best of the two - eating the cake

⏩ Minimized disruption

+

⏩ Better stability with up-to-date 
resource requests



VPA

⏩ Off

⏩ Initial

⏩ Recreate

⏩ In-place only

⏩ In-place preferred

(Auto)

Pods List

VPA 
reco

VPA 
Updater

in-place
resizeVPA 

recommendation



Feedback

Kubernetes Enhancement Proposal:

https://github.com/kubernetes/enhancements/pull/686

https://github.com/kubernetes/enhancements/pull/686


Thank you!

170+ comments!

15+ reviewers!




