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Henry Zhang Yang Yu

* Technical Director, VMware China R&D

« Founder of Project Harbor, an open source
container registry hosted by CNCF

Staff Engineer, VMware China R&D
Working on VMware Kubernetes products

Familiar with OpenStack’s networking

« Former evangelist of Cloud Foundry China component Neutron
SO » Speaker of KubeCon Europe 2018, KubeCon
« Hyperledger Cello Contributor China 2018

« Current interest: cloud computing, Al,
blockchain etc.
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* Al will be a transformative technology for organizations
* Reduce human efforts
 Augment human capabilities
* Boost productivity
* Save cost

* Widely used in business, society and our daily lives

Business Education Health care Machinery Entertainment

Photo Source: Internet
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 Artificial Intelligence

* Intelligence demonstrated or mimicked by
machines

* Machine Learning

e Statistical techniques that enable computers
to use data to progressively improve
performance on a specific task without being
explicitly programmed

* Deep Learning

 Machine Learning using deep (many-level)
neural networks

(Definitions derived from those on Wikipedia)

Artificial
Intelligence

Machine
Learning

Deep
Learning
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* ML workload can be encapsulated in and run as container
e Portability

* Lightweight

 Kubernetes is the de facto standard for containerized applications
e Scalability — distributed training, on-demand inference serving
e Standardized workload
* Multi-users
* Resource management
* Rich APIs

e Ubiquitously available in the cloud
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* Device plugin for Al/ML chips NP
* GPU, FPGA, ASIC
* Limitation of GPU Scheduling in Kubernetes Kubelet
* Exclusive assignment e
* No fractional assighment i I lA”“ate
GPU device plugin

* The problem of “Model Stuffing” |
* Stuff multiple models in a single container in D&'Smry : —
order to share a GPU e
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* Increased utilization
* Multiple tenants
* Multiple types of ML workload

* Improved flexibility
* Concurrent pipelines
* Fine-grained GPU assighment

e Existing solutions
* Noisolation

* No QoS
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e GPU Virtualization is similar to CPU

virtualization (VM)

 NVIDIA, AMD, Intel
e Sharing GPU resources between VMs

e VM level isolation
* QoS ready

Apps and VMs

Drivers

Virtual GPU

Virtualization software

* Hypervisor support Hypervisor
e vSphere, KVM, Xen Server z:’ver

Source: NVIDIA
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Virtual Machine {achine [achine {[achine Aachine [achine /[Machine {achine

Guest OS

Applications '

- Multiple VMs share a physical GPU
- Allow one or more vGPUs per VM
- VGPU VMs can use snapshots and VSphere

vMotion Paess

NVIDIA GRID vGPU
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l Virtual Hardware | VM Options | SDRS Rules | vApp Options ]

- Split the physical GPU by fixed framebuffer » @ CPU € ~
- VGPUs sharing the same GPU compute engine  » ®nemoy 1024 [N
- Scheduling » (2 Hard disk 1 16 =S1CEN

» SCSi controller 0 LSl Logic Parallel

N BeSt Effort » Network adapter 1 | manage-DPortGroup (vio-DSwitch) |v| [ Connect...

— Fixed Share » (@ CDIDVD drive 1 | Datastore ISO File |+ | ¥ Connect...
— Eq ual Share » [ Floppy drive 1 | Client Device |v| Connect..
» [ Video card | Specify custom settings v |

SATA controller 0
» -2 VMCI device

» Other Devices
~ New PCl device | NVIDIA GRID vGPU | »
GPU Profile grid_p100-8q v

grid_p100-8q “} are unavailable when
grid_p100-8a ‘sent. ‘ou cannot
arid. p100-4q or restore snapshots of
| grid_p100-4a
grid_p100-2q

grid_p100-2a 7 A
New device: F-g-u-umv-@] . Add
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Language Modeling with RNN on PTB

14
g 1.2
£ 1.04 1.04 100
28 1.0 * GPU access mode
c @
gj 08 * DirectPath I/O (passthrough)
R * VGPU
'_E"" 0.6 * Native
o
= 0.4 e Little impact to performance (<4%)
0.2
0.0
DirectPath I/O / Native GRID vGPU / Native Native

Source: https://blogs.vmware.com/performance/2017/10/episode-3-performance-comparison-native-gpu-virtualized-gpu-
scalability-virtualized-gpus-machine-learning.html



https://blogs.vmware.com/performance/2017/10/episode-3-performance-comparison-native-gpu-virtualized-gpu-scalability-virtualized-gpus-machine-learning.html
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/ Kubernetes Cluster
Master VM Worker VM 1 Worker VM 2 Worker VM 3 Worker VM 4 Worker VM 5 Worker VM 6
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vGPU vGPU vGPU Hypervisor

Virtualization Driver Virtualization Driver

Physical GPU Physical GPU
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 Provision worker nodes with vGPU devices

* Label worker nodes with different vGPU profiles
* Forexample: kubectl label node <worker node 1> vgpu.type=v100-8g-8GB

Master VM Worker VM 1 Worker VM 2 Worker VM 3 Worker VM 4 Worker VM 5 Worker VM 6

m Label: Label: Label: Label: Label: Label:

vgpu.type=v100- vgpu.type=v100- vgpu.type=v100- vgpu.type=v100- vgpu.type=v100- vgpu.type=v100-
API Server 80-8GB 80-8GB 49-4GB 49-4GB 49-4GB 4g-4GB

—— e o o = o = o = =

Controller
Manager

vGPU vGPU vGPU vGPU vGPU vGPU Hypervisor

Virtualization Driver Virtualization Driver

Physical GPU (16GB) Physical GPU (16GB)
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kind: Pod
apiVersion: vl

e e s tadata:

e Pod definition " hame: gpu-pod
spec:

* Request GPU resources containers: workervM1 | Worker VM 2

e 1 GPU mapped to a fractional - name: gpu-container

. image : Label: Label:
thSlcaI GPU tensorflow/tensorflow:1.10.0-rcl- Ty T 008 T oo
gpu-py3 89-8GB 89-8GB
* e.g.1/2GPUor 1/4 GPU

imagePullPolicy: IfNotPresent vGPU vGPU

* Node selector for scheduling to command: ["python"]

.. . args: ["-u", "-c", "import
specified vGPU profile tensorflow” |

vGPU \ VGPU
resources: i

e |solation requests: Virtualization Driver
nvidia.com/gpu: 1
limits: Physical GPU (16GB
° QOS nvidia.com/gpu: 1 ¢ : )
restartPolicy: Never
nodeSelector:
vgpu.type: v100-8g-8GB




& o

KubeCon CloudNativeCon
—  Europe 2019

* Pods using and sharing vGPU



Implementing fractional GPU
1000 =1 physical GPU
500 =0.5 physical GPU
Device plugin reports

discovered extended resource
e e.g.nvidia.com/vgpu

Extend Kubernetes scheduler
to filter extended resource

[ e e e
|
|

kind: Pod

| spec:

1
1
1
i
| resources: :
requests: :

nvidia.com/vgpu: 300 |

Scheduler

Filter:
Find a node withjavailable resource
>= requests

Scheduler Extender -/

Bin

£2
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Worker Node

Kubelet
’ Device plugin manager

Register vGPU resource:|| Allocate resource:
nvidia.com/vgpu: 500 nvidia.com/vgpu: 500

vGPU device plugin

Discover I IvGPU allocated
vGPU Device

t

Virtualization Driver

Physical GPU (16GB)
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e Scaling out inference
service (microservice style) f =

e Sharing physical GPU
e Shortened response time

o*

Inference
Service

vGPU vGPU

.

Inference
Service

vGPU

Kubernetes
Cluster

Inference
Service

vGPU

Inference
Service

vGPU

Inference
Service

vGPU

Inference
Service

vGPU

Inference
Service

vGPU

Y
.
.

vGPU vGPU vGPU vGPU vGPU vGPU vGPU vGPU
Hypervisor
Virtualization Driver

Physical GPU
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Model
o Inference
training

* A university has diverse ML
workload for a large group
* Research/teaching/development
* Training/inference/data processing

e Sharing GPUs between workloads
and users

Data Model
processing development
| B0

* Utilization / density I;e$S°rE|°W

* Multi-tenant 6g§rgmml(

« Software-defined sharing policy = e
TTITRRETTTTETTT L, i 1EREEEE
szl Imip@f D i
i T T T T g@ = @ g mé




vGPU Profile switching

Day time:

Worker Node 1~4 with vGPU of v100-4g-4GB

Worker VM 1

Label:

vgpu.type=v100
-49-4GB

vGPU

Worker VM 2

Label:

vgpu.type=v100
-49-4GB

vGPU
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Worker VM 3

Label:

vgpu.type=v100
-49-4GB

vGPU

vGPU

Worker VM 4

Label:

vgpu.type=v100
-49-4GB

vGPU

Hypervisor
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* vGPU Profile switching
* Day time: Worker VM 5

 Worker Node 1~4 with vGPU of v100-49-4GB Label:

* Night time: vgpu.type=v100-16q-16GB
e Suspend Worker Node 1~4

 Resume Worker Node 5 with vGPU of v100-16q-
16GB

Hypervisor
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* Switching vGPU profiles of worker nodes
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e Kubernetes is suitable to run ML workload

 Kubernetes can leverage GPU virtualization for ML applications
e Utilization
e Scalability
* Isolation
* QoS
e Suspend/ resume/live migration/snapshot/cloning

 Reference
e https://github.com/yuyangbj/K8vGPUSharing



https://github.com/yuyangbj/K8vGPUSharing

& o

KubeCon | CloudNativeCon
—— Europe 2019

Thank you!



