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GPU-accelerated AI on 
Kubernetes
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But how do we...
● Get the right data to the right code,
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But how do we...
● Get the right data to the right code,
● Process data on the right nodes, and
● Trigger the right code at the right time. 

Bonus - Track which versions of code and 
data ran to produce which results (for 
debugging, maintenance, and compliance)
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pipelining and data management layer for 

Kubernetes.



@dwhitena #KubeCon #CloudNativeCon

Pachyderm - The open source data 
pipelining and data management layer for 

Kubernetes.



@dwhitena #KubeCon #CloudNativeCon

Data 
Versioning

Distributed 
Pipelines

Containers 
for Analysis

Data 
Provenance



@dwhitena #KubeCon #CloudNativeCon



Live Demo!
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Questions/Resources
● Run this and other ML examples
● Check out the k8s GPU docs
● Join the Pachyderm Slack channel
● Check out the Pachyderm docs
● Slack/tweet @dwhitena
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http://docs.pachyderm.io/en/latest/examples/readme.html#machine-learning
https://kubernetes.io/docs/tasks/manage-gpus/scheduling-gpus/
https://pachyderm-users.slack.com/messages
http://pachyderm.readthedocs.io/en/stable/
https://twitter.com/dwhitena

